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HARDWARE AND DATA ENABLE DNNS
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THE NEED FOR SPEED
Larger data sets and models lead to better accuracy but also increase computation time. 
Therefore progress in deep neural networks is limited by how fast the networks can be 
computed. 

Likewise the application of convnets to low latency inference problems, such as pedestrian 
detection in self driving car video imagery, is limited by how fast a small set of images, possibly 
a single image, can be classified. 

Lavin & Gray, Fast Algorithms for Convolutional Neural Networks, 2015

More data è Bigger Models èMore Need for Compute
But Moore’s law is no longer providing more compute…
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Deep Neural Network
What is frames/J and frames/s/mm2 

for training & inference?

LeCun, Yann, et al. "Learning algorithms for classification: A comparison on handwritten digit recognition." Neural 
networks: the statistical mechanics perspective 261 (1995): 276.
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4 Distinct Sub-problems
Training Inference
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32b FP – large batches
Minimize Training Time
Enables larger networks

8b Int – small (unit) batches
Meet real-time constraint
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Inference
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Precision

Use the “smallest” representation that doesn’t sacrifice accuracy
(32FP -> 4-6 bits quantized)
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Number Representation

FP32

FP16

Int32

Int16

Int8

Binary

S E M
1 8 23

Range Accuracy

10-38 - 1038 .000006%

6x10-8 - 6x104 .05%*

0 – 2x109 ½

0 – 6x104 ½

0 – 127 ½

0-1 ½ 

S E M
1 5 10

M
31

S

S M

1

1 15

S M
1 7

M
1



9

Cost of Operations

Operation: Energy (pJ)

8b Add 0.03

16b Add 0.05

32b Add 0.1

16b FP Add 0.4

32b FP Add 0.9

8b Mult 0.2

32b Mult 3.1

16b FP Mult 1.1

32b FP Mult 3.7

32b SRAM Read (8KB) 5

32b DRAM Read 640

Area (µm2)

36

67

137

1360

4184

282

3495

1640

7700

N/A

N/A

Energy numbers are from Mark Horowitz “Computing’s Energy Problem (and what we can do about it)”, ISSCC 2014
Area numbers are from synthesized result using Design Compiler under TSMC 45nm tech node. FP units used DesignWare Library.



The Importance of Staying Local
LPDDR DRAM

GB

On-Chip SRAM
MB

Local SRAM
KB

640pJ/word

50pJ/word

5pJ/word



Mixed Precision

wij

aj

x bi+

Store weights as 4b using
Trained quantization, 

decode to 16b

Store activations as 16b 16b x 16b multiply
round result to 16b

accumulate 24b or 32b 
to avoid saturation

Batch normalization important to ‘center’ dynamic range
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Trained Quantization

Han	et	al.	Deep	Compression:	Compressing	Deep	Neural	Networks	with	Pruning,	Trained	Quantization	
and	Huffman	Coding,	ICLR	2016	(Best	Paper)
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2-6 Bits/Weight Sufficient
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Sparsity

Don’t do operations that don’t matter (10x – 30x)
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Sparsity

pruning 
neurons

pruning 
synapses

after pruningbefore pruning

Han et al. Learning both Weights and Connections for Efficient Neural Networks, NIPS 2015
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Retrain To Recover Accuracy

Train Connectivity

Prune Connections

Train Weights
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Parametes Pruned Away

L2 regularization w/o retrain L1 regularization w/o retrain 
L1 regularization w/ retrain L2 regularization w/ retrain 
L2 regularization w/ iterative prune and retrain 

Pruned
Han et al. Learning both Weights and Connections for Efficient Neural Networks, NIPS 2015





Pruning + Trained Quantization
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Pruning Neural Talk And LSTM
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Fixed-Function Hardware



Diannao (Electric Brain)

Figure 15. Layout (65nm).

Component Area Power Critical
or Block in µm2 (%) in mW (%) path in ns
ACCELERATOR 3,023,077 485 1.02
Combinational 608,842 (20.14%) 89 (18.41%)
Memory 1,158,000 (38.31%) 177 (36.59%)
Registers 375,882 (12.43%) 86 (17.84%)
Clock network 68,721 (2.27%) 132 (27.16%)
Filler cell 811,632 (26.85%)
SB 1,153,814 (38.17%) 105 (22.65%)
NBin 427,992 (14.16%) 91 (19.76%)
NBout 433,906 (14.35%) 92 (19.97%)
NFU 846,563 (28.00%) 132 (27.22%)
CP 141,809 (5.69%) 31 (6.39%)
AXIMUX 9,767 (0.32%) 8 (2.65%)
Other 9,226 (0.31%) 26 (5.36%)

Table 6. Characteristics of accelerator and breakdown by com-
ponent type (first 5 lines), and functional block (last 7 lines).

logic which is in charge of reading data out of NBin/NBout;
next versions will focus on how to reduce or pipeline this
critical path. The total RAM capacity (NBin + NBout + SB
+ CP instructions) is 44KB (8KB for the CP RAM). The area
and power are dominated by the buffers (NBin/NBout/SB) at
respectively 56% and 60%, with the NFU being a close sec-
ond at 28% and 27%. The percentage of the total cell power
is 59.47%, but the routing network (included in the different
components of the table breakdown) accounts for a signif-
icant share of the total power at 38.77%. At 65nm, due to
the high toggle rate of the accelerator, the leakage power is
almost negligible at 1.73%.

Finally, we have also evaluated a design with T

n

= 8,
and thus 64 multipliers in NFU-1. The total area for that
design is 0.85 mm

2, i.e., 3.59x smaller than for T
n

= 16
due to the reduced buffer width and the fewer number of
arithmetic operators. We plan to investigate larger designs
with T

n

= 32 or 64 in the near future.

7.2 Time and Throughput
In Figure 16, we report the speedup of the accelerator over
SIMD, see SIMD/Acc. Recall that we use a 128-bit SIMD
processor, so capable of performing up to 8 16-bit operations

Figure 16. Speedup of accelerator over SIMD, and of ideal ac-
celerator over accelerator.

every cycle (we naturally use 16-bit fixed-point operations
in the SIMD as well). As mentioned in Section 7.1, the
accelerator performs 496 16-bit operations every cycle for
both classifier and convolutional layers, i.e., 62x more (4968 )
than the SIMD core. We empirically observe that on these
two types of layers, the accelerator is on average 117.87x
faster than the SIMD core, so about 2x above the ratio
of computational operators (62x). We measured that, for
classifier and convolutional layers, the SIMD core performs
2.01 16-bit operations per cycle on average, instead of the
upper bound of 8 operations per cycle. We traced this back
to two major reasons.

First, better latency tolerance due to an appropriate com-
bination of preloading and reuse in NBin and SB buffers;
note that we did not implement a prefetcher in the SIMD
core, which would partly bridge that gap. This explains the
high performance gap for layers CLASS1, CLASS3 and
CONV5 which have the largest feature maps sizes, thus
the most spatial locality, and which then benefit most from
preloading, giving them a performance boost, i.e., 629.92x
on average, about 3x more than other convolutional layers;
we expect that a prefetcher in the SIMD core would cancel
that performance boost. The spatial locality in NBin is ex-
ploited along the input feature map dimension by the DMA,
and with a small N

i

, the DMA has to issue many short mem-
ory requests, which is less efficient. The rest of the convolu-
tional layers (CONV1 to CONV4) have an average speedup
of 195.15x; CONV2 has a lesser performance (130.64x) due
to private kernels and less spatial locality. Pooling layers
have less performance overall because only the adder tree in
NFU-2 is used (240 operators out of 496 operators), 25.73x
for POOL3 and 25.52x for POOL5.

In order to further analyze the relatively poor behav-
ior of POOL1 (only 2.17x over SIMD), we have tested a
configuration of the accelerator where all operands (inputs
and synapses) are ready for the NFU, i.e., ideal behavior

Chen et al. Diannao: A small-footprint high-throughput accelerator for ubiquitous machine-learning, ASPLOS 2014

input 

neuron 

synapse 

weight'

*'

neuron 
output 

+'

synapses 
*'

+'

table'

x 

x 

ai 
bi 

hidden 
layer 

output 
layer 

Figure 9. Full hardware implementation of neural networks.

8x8 16x16 32x32 32x4 64x8 128x16

0
1

2
3

4
5

Critical Path (ns)
Area (mm^2)
Energy (nJ)

Figure 10. Energy, critical path and area of full-hardware layers.

neuron to a neuron of the next layer, and from one synap-
tic latch to the associated neuron. For instance, an execution
time of 15ns and an energy reduction of 974x over a core
has been reported for a 90-10-10 (90 inputs, 10 hidden, 10
outputs) perceptron [38].

4.2 Maximum Number of Hardware Neurons ?
However, the area, energy and delay grow quadratically with
the number of neurons. We have synthesized the ASIC ver-
sions of neural network layers of various dimensions, and
we report their area, critical path and energy in Figure 10.
We have used Synopsys ICC for the place and route, and the
TSMC 65nm GP library, standard VT. A hardware neuron
performs the following operations: multiplication of inputs
and synapses, addition of all such multiplications, followed
by a sigmoid, see Figure 9. A T

n

⇥ T

i

layer is a layer of T
n

neurons with T

i

synapses each. A 16x16 layer requires less
than 0.71 mm2, but a 32x32 layer already costs 2.66 mm2.
Considering the neurons are in the thousands for large-scale
neural networks, a full hardware layout of just one layer
would range in the hundreds or thousands of mm2, and thus,
this approach is not realistic for large-scale neural networks.

For such neural networks, only a fraction of neurons and
synapses can be implemented in hardware. Paradoxically,
this was already the case for old neural network designs
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Figure 11. Accelerator.

such as the Intel ETANN [18] at the beginning of the 1990s,
not because neural networks were already large at the time,
but because hardware resources (number of transistors) were
naturally much more scarce. The principle was to time-
share the physical neurons and use the on-chip RAM to
store synapses and intermediate neurons values of hidden
layers. However, at that time, many neural networks were
small enough that all synapses and intermediate neurons
values could fit in the neural network RAM. Since this is no
longer the case, one of the main challenges for large-scale
neural network accelerator design has become the interplay
between the computational and the memory hierarchy.

5. Accelerator for Large Neural Networks
In this section, we draw from the analysis of Sections 3 and
4 to design an accelerator for large-scale neural networks.

The main components of the accelerator are the fol-
lowing: an input buffer for input neurons (NBin), an out-
put buffer for output neurons (NBout), and a third buffer
for synaptic weights (SB), connected to a computational
block (performing both synapses and neurons computations)
which we call the Neural Functional Unit (NFU), and the
control logic (CP), see Figure 11. We first describe the NFU
below, and then we focus on and explain the rationale for the
storage elements of the accelerator.

5.1 Computations: Neural Functional Unit (NFU)

The spirit of the NFU is to reflect the decomposition of
a layer into computational blocks of T

i

inputs/synapses and
T

n

output neurons. This corresponds to loops i and n for
both classifier and convolutional layers, see Figures 5 and
Figure 7, and loop i for pooling layers, see Figure 8.

Arithmetic operators. The computations of each layer
type can be decomposed in either 2 or 3 stages. For classifier
layers: multiplication of synapses ⇥ inputs, additions of all

Figure 15. Layout (65nm).
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logic which is in charge of reading data out of NBin/NBout;
next versions will focus on how to reduce or pipeline this
critical path. The total RAM capacity (NBin + NBout + SB
+ CP instructions) is 44KB (8KB for the CP RAM). The area
and power are dominated by the buffers (NBin/NBout/SB) at
respectively 56% and 60%, with the NFU being a close sec-
ond at 28% and 27%. The percentage of the total cell power
is 59.47%, but the routing network (included in the different
components of the table breakdown) accounts for a signif-
icant share of the total power at 38.77%. At 65nm, due to
the high toggle rate of the accelerator, the leakage power is
almost negligible at 1.73%.

Finally, we have also evaluated a design with T
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= 8,
and thus 64 multipliers in NFU-1. The total area for that
design is 0.85 mm

2, i.e., 3.59x smaller than for T
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= 16
due to the reduced buffer width and the fewer number of
arithmetic operators. We plan to investigate larger designs
with T
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= 32 or 64 in the near future.

7.2 Time and Throughput
In Figure 16, we report the speedup of the accelerator over
SIMD, see SIMD/Acc. Recall that we use a 128-bit SIMD
processor, so capable of performing up to 8 16-bit operations

Figure 16. Speedup of accelerator over SIMD, and of ideal ac-
celerator over accelerator.

every cycle (we naturally use 16-bit fixed-point operations
in the SIMD as well). As mentioned in Section 7.1, the
accelerator performs 496 16-bit operations every cycle for
both classifier and convolutional layers, i.e., 62x more (4968 )
than the SIMD core. We empirically observe that on these
two types of layers, the accelerator is on average 117.87x
faster than the SIMD core, so about 2x above the ratio
of computational operators (62x). We measured that, for
classifier and convolutional layers, the SIMD core performs
2.01 16-bit operations per cycle on average, instead of the
upper bound of 8 operations per cycle. We traced this back
to two major reasons.

First, better latency tolerance due to an appropriate com-
bination of preloading and reuse in NBin and SB buffers;
note that we did not implement a prefetcher in the SIMD
core, which would partly bridge that gap. This explains the
high performance gap for layers CLASS1, CLASS3 and
CONV5 which have the largest feature maps sizes, thus
the most spatial locality, and which then benefit most from
preloading, giving them a performance boost, i.e., 629.92x
on average, about 3x more than other convolutional layers;
we expect that a prefetcher in the SIMD core would cancel
that performance boost. The spatial locality in NBin is ex-
ploited along the input feature map dimension by the DMA,
and with a small N

i

, the DMA has to issue many short mem-
ory requests, which is less efficient. The rest of the convolu-
tional layers (CONV1 to CONV4) have an average speedup
of 195.15x; CONV2 has a lesser performance (130.64x) due
to private kernels and less spatial locality. Pooling layers
have less performance overall because only the adder tree in
NFU-2 is used (240 operators out of 496 operators), 25.73x
for POOL3 and 25.52x for POOL5.

In order to further analyze the relatively poor behav-
ior of POOL1 (only 2.17x over SIMD), we have tested a
configuration of the accelerator where all operands (inputs
and synapses) are ready for the NFU, i.e., ideal behavior

- Diannao improved CNN computation efficiency by using dedicated functional units and memory
buffers optimized for the CNN workload.

- Multiplier + adder tree + shifter + non-linear lookup orchestrated by instructions
- Weights in off-chip DRAM
- 452 GOP/s, 3.02 mm^2 and 485 mW
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Figure 4: (a) The architecture of Leading Non-zero Detection Node. (b) The architecture of Processing Element.

the entries of the x array.
In the example of Figure 2, the first non-zero is a2 on PE2.

The value a2 and its column index 2 is broadcast to all PEs.
Each PE then multiplies a2 by every non-zero in its portion
of column 2. PE0 multiplies a2 by W0,2 and W12,2; PE1 has
all zeros in column 2 and so performs no multiplications;
PE2 multiplies a2 by W2,2 and W14,2, and so on. The result
of each dot product is summed into the corresponding row
accumulator. For example PE0 computes b0 = b0 +W0,2a2
and b12 = b12 +W12,2a2. The accumulators are initialized to
zero before each layer computation.

The interleaved CCS representation facilitates exploita-
tion of both the dynamic sparsity of activation vector a and
the static sparsity of the weight matrix W . We exploit ac-
tivation sparsity by broadcasting only non-zero elements of
input activation a. Columns corresponding to zeros in a are
completely skipped. The interleaved CCS representation al-
lows each PE to quickly find the non-zeros in each column
to be multiplied by a j. This organization also keeps all of the
computation except for the broadcast of the input activations
local to a PE. The interleaved CCS representation of matrix
in Figure 2 is shown in Figure 3.

This process may have the risk of load imbalance because
each PE may have a different number of non-zeros in a par-
ticular column. We will see in Section 4 how this load im-
balance can be reduced by queuing.

4. HARDWARE IMPLEMENTATION
Figure 4 shows the architecture of EIE. A Central Control

Unit (CCU) controls an array of PEs that each computes one
slice of the compressed network. The CCU also receives
non-zero input activations from a distributed leading non-
zero detection network and broadcasts these to the PEs.

Almost all computation in EIE is local to the PEs ex-
cept for the collection of non-zero input activations that are
broadcast to all PEs. However, the timing of the activa-
tion collection and broadcast is non-critical as most PEs take
many cycles to consume each input activation.

Activation Queue and Load Balancing. Non-zero ele-
ments of the input activation vector a j and their correspond-
ing index j are broadcast by the CCU to an activation queue
in each PE. The broadcast is disabled if any PE has a full
queue. At any point in time each PE processes the activation
at the head of its queue.

The activation queue allows each PE to build up a backlog
of work to even out load imbalance that may arise because

the number of non zeros in a given column j may vary from
PE to PE. In Section 6 we measure the sensitivity of perfor-
mance to the depth of the activation queue.

Pointer Read Unit. The index j of the entry at the head
of the activation queue is used to look up the start and end
pointers p j and p j+1 for the v and x arrays for column j.
To allow both pointers to be read in one cycle using single-
ported SRAM arrays, we store pointers in two SRAM banks
and use the LSB of the address to select between banks. p j
and p j+1 will always be in different banks. EIE pointers are
16-bits in length.

Sparse Matrix Read Unit. The sparse-matrix read unit
uses pointers p j and p j+1 to read the non-zero elements (if
any) of this PE’s slice of column I j from the sparse-matrix
SRAM. Each entry in the SRAM is 8-bits in length and con-
tains one 4-bit element of v and one 4-bit element of x.

For efficiency (see Section 6) the PE’s slice of encoded
sparse matrix I is stored in a 64-bit-wide SRAM. Thus eight
entries are fetched on each SRAM read. The high 13 bits of
the current pointer p selects an SRAM row, and the low 3-
bits select one of the eight entries in that row. A single (v,x)
entry is provided to the arithmetic unit each cycle.

Arithmetic Unit. The arithmetic unit receives a (v,x) en-
try from the sparse matrix read unit and performs the multiply-
accumulate operation bx = bx + v⇥ a j. Index x is used to
index an accumulator array (the destination activation regis-
ters) while v is multiplied by the activation value at the head
of the activation queue. Because v is stored in 4-bit encoded
form, it is first expanded to a 16-bit fixed-point number via a
table look up. A bypass path is provided to route the output
of the adder to its input if the same accumulator is selected
on two adjacent cycles.

Activation Read/Write. The Activation Read/Write Unit
contains two activation register files that accommodate the
source and destination activation values respectively during
a single round of FC layer computation. The source and
destination register files exchange their role for next layer.
Thus no additional data transfer is needed to support multi-
layer feed-forward computation.

Each activation register file holds 64 16-bit activations.
This is sufficient to accommodate 4K activation vectors across
64 PEs. Longer activation vectors can be accommodated
with the 2KB activation SRAM. When the activation vector
has a length greater than 4K, the M⇥V will be completed in
several batches, where each batch is of length 4K or less. All
the local reduction is done in the register, and SRAM is read
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the entries of the x array.
In the example of Figure 2, the first non-zero is a2 on PE2.

The value a2 and its column index 2 is broadcast to all PEs.
Each PE then multiplies a2 by every non-zero in its portion
of column 2. PE0 multiplies a2 by W0,2 and W12,2; PE1 has
all zeros in column 2 and so performs no multiplications;
PE2 multiplies a2 by W2,2 and W14,2, and so on. The result
of each dot product is summed into the corresponding row
accumulator. For example PE0 computes b0 = b0 +W0,2a2
and b12 = b12 +W12,2a2. The accumulators are initialized to
zero before each layer computation.

The interleaved CCS representation facilitates exploita-
tion of both the dynamic sparsity of activation vector a and
the static sparsity of the weight matrix W . We exploit ac-
tivation sparsity by broadcasting only non-zero elements of
input activation a. Columns corresponding to zeros in a are
completely skipped. The interleaved CCS representation al-
lows each PE to quickly find the non-zeros in each column
to be multiplied by a j. This organization also keeps all of the
computation except for the broadcast of the input activations
local to a PE. The interleaved CCS representation of matrix
in Figure 2 is shown in Figure 3.

This process may have the risk of load imbalance because
each PE may have a different number of non-zeros in a par-
ticular column. We will see in Section 4 how this load im-
balance can be reduced by queuing.

4. HARDWARE IMPLEMENTATION
Figure 4 shows the architecture of EIE. A Central Control

Unit (CCU) controls an array of PEs that each computes one
slice of the compressed network. The CCU also receives
non-zero input activations from a distributed leading non-
zero detection network and broadcasts these to the PEs.

Almost all computation in EIE is local to the PEs ex-
cept for the collection of non-zero input activations that are
broadcast to all PEs. However, the timing of the activa-
tion collection and broadcast is non-critical as most PEs take
many cycles to consume each input activation.

Activation Queue and Load Balancing. Non-zero ele-
ments of the input activation vector a j and their correspond-
ing index j are broadcast by the CCU to an activation queue
in each PE. The broadcast is disabled if any PE has a full
queue. At any point in time each PE processes the activation
at the head of its queue.

The activation queue allows each PE to build up a backlog
of work to even out load imbalance that may arise because

the number of non zeros in a given column j may vary from
PE to PE. In Section 6 we measure the sensitivity of perfor-
mance to the depth of the activation queue.

Pointer Read Unit. The index j of the entry at the head
of the activation queue is used to look up the start and end
pointers p j and p j+1 for the v and x arrays for column j.
To allow both pointers to be read in one cycle using single-
ported SRAM arrays, we store pointers in two SRAM banks
and use the LSB of the address to select between banks. p j
and p j+1 will always be in different banks. EIE pointers are
16-bits in length.

Sparse Matrix Read Unit. The sparse-matrix read unit
uses pointers p j and p j+1 to read the non-zero elements (if
any) of this PE’s slice of column I j from the sparse-matrix
SRAM. Each entry in the SRAM is 8-bits in length and con-
tains one 4-bit element of v and one 4-bit element of x.

For efficiency (see Section 6) the PE’s slice of encoded
sparse matrix I is stored in a 64-bit-wide SRAM. Thus eight
entries are fetched on each SRAM read. The high 13 bits of
the current pointer p selects an SRAM row, and the low 3-
bits select one of the eight entries in that row. A single (v,x)
entry is provided to the arithmetic unit each cycle.

Arithmetic Unit. The arithmetic unit receives a (v,x) en-
try from the sparse matrix read unit and performs the multiply-
accumulate operation bx = bx + v⇥ a j. Index x is used to
index an accumulator array (the destination activation regis-
ters) while v is multiplied by the activation value at the head
of the activation queue. Because v is stored in 4-bit encoded
form, it is first expanded to a 16-bit fixed-point number via a
table look up. A bypass path is provided to route the output
of the adder to its input if the same accumulator is selected
on two adjacent cycles.

Activation Read/Write. The Activation Read/Write Unit
contains two activation register files that accommodate the
source and destination activation values respectively during
a single round of FC layer computation. The source and
destination register files exchange their role for next layer.
Thus no additional data transfer is needed to support multi-
layer feed-forward computation.

Each activation register file holds 64 16-bit activations.
This is sufficient to accommodate 4K activation vectors across
64 PEs. Longer activation vectors can be accommodated
with the 2KB activation SRAM. When the activation vector
has a length greater than 4K, the M⇥V will be completed in
several batches, where each batch is of length 4K or less. All
the local reduction is done in the register, and SRAM is read
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only at the beginning and written at the end of the batch.
Distributed Leading Non-Zero Detection. Input activa-

tions are hierarchically distributed to each PE. To take ad-
vantage of the input vector sparsity, we use leading non-zero
detection logic to select the first positive result. Each group
of 4 PEs does a local leading non-zero detection on input ac-
tivation. The result is sent to a Leading Non-zero Detection
Node (LNZD Node) illustrated in Figure 4. Four of LNZD
Nodes find the next non-zero activation and sends the result
up the LNZD Node quadtree. That way the wiring would not
increase as we add PEs. At the root LNZD Node, the posi-
tive activation is broadcast back to all the PEs via a separate
wire placed in an H-tree.

Central Control Unit. The Central Control Unit (CCU)
is the root LNZD Node. It communicates with the master
such as CPU and monitors the state of every PE by setting
the control registers. There are two modes in the Central
Unit: I/O and Computing. In the I/O mode, all of the PEs
are idle while the activations and weights in every PE can be
accessed by a DMA connected with the Central Unit. In the
Computing mode, the CCU will keep collecting and sending
the values from source activation banks in sequential order
until the input length is exceeded. By setting the input length
and starting address of pointer array, EIE will be instructed
to execute different layers.

5. EVALUATION METHODOLOGY
Simulator, RTL and Layout. We implemented a custom

cycle-accurate C++ simulator for the accelerator aimed to
model the RTL behavior of synchronous circuits. All hard-
ware modules are abstracted as an object that implements
two abstract methods: Propagate and Update, corresponding
to combination logic and the flip-flop in RTL. The simula-
tor is used for design space exploration. It also serves as the
checker for the RTL verification.

To measure the area, power and critical path delay, we im-
plemented the RTL of EIE in Verilog and verified its output
result with the golden model. Then we synthesized EIE us-
ing the Synopsys Design Compiler (DC) under the TSMC
45nm GP standard VT library with worst case PVT corner.
We placed and routed the PE using the Synopsys IC com-
piler (ICC). We used Cacti [25] to get SRAM area and en-
ergy numbers. We annotated the toggle rate from the RTL
simulation to the gate-level netlist, which was dumped to
switching activity interchange format (SAIF), and estimated
the power using Prime-Time PX.

Comparison Baseline. We compare EIE with three dif-
ferent off-the-shelf computing units: CPU, GPU and mobile
GPU.

1) CPU. We use Intel Core i-7 5930k CPU, a Haswell-E
class processor, that has been used in NVIDIA Digits Deep
Learning Dev Box as a CPU baseline. To run the benchmark
on CPU, we used MKL CBLAS GEMV to implement the
original dense model and MKL SPBLAS CSRMV for the
compressed sparse model. CPU socket and DRAM power
are as reported by the pcm-power utility provided by Intel.

2) GPU. We use NVIDIA GeForce GTX Titan X GPU, a
state-of-the-art GPU for deep learning as our baseline using
nvidia-smi utility to report the power. To run the bench-
mark, we used cuBLAS GEMV to implement the original

Power (%) Area (%)
(mW) (µµµmmm222)

Total 9.157 638,024
memory 5.416 (59.15%) 594,786 (93.22%)
clock network 1.874 (20.46%) 866 (0.14%)
register 1.026 (11.20%) 9,465 (1.48%)
combinational 0.841 (9.18%) 8,946 (1.40%)
filler cell 23,961 (3.76%)
Act_queue 0.112 (1.23%) 758 (0.12%)
PtrRead 1.807 (19.73%) 121,849 (19.10%)
SpmatRead 4.955 (54.11%) 469,412 (73.57%)
ArithmUnit 1.162 (12.68%) 3,110 (0.49%)
ActRW 1.122 (12.25%) 18,934 (2.97%)
filler cell 23,961 (3.76%)

Table 2: The implementation results of one PE in EIE and
the breakdown by component type (line 3-7), by module
(line 8-13). The critical path of EIE is 1.15ns

dense layer, as the Caffe library does []. For the compressed
sparse layer, we stored the sparse matrix in in CSR format,
and used cuSPARSE CSRMV kernel, which is optimized for
sparse matrix-vector multiplication on GPUs.

3) Mobile GPU. We use NVIDIA Tegra K1 that has 192
CUDA cores as our mobile GPU baseline. We used cuBLAS
GEMV for the original dense model and cuSPARSE CSRMV
for the compressed sparse model. Tegra K1 doesn’t have
software interface to report power consumption, so we mea-
sured the total power consumption with a power-meter, then
assumed 15% AC to DC conversion loss, 85% regulator ef-
ficiency and 15% power consumed by peripheral compo-
nents [26, 27] to report the AP+DRAM power for Tegra K1.

Table 3: Benchmark from state-of-the-art DNN models
Layer Size Weight% Act% FLOP% Description
Alex-6 9216, 9% 35.1% 3% Compressed4096

AlexNet [1] forAlex-7 4096, 9% 35.3% 3% large scale image4096
classificationAlex-8 4096, 25% 37.5% 10%1000

VGG-6 25088, 4% 18.3% 1% Compressed4096 VGG-16 [3] for
VGG-7 4096, 4% 37.5% 2% large scale image4096 classification and
VGG-8 4096, 23% 41.1% 9% object detection1000
NT-We 4096, 10% 100% 10% Compressed

600 NeuralTalk [7]
NT-Wd 600, 11% 100% 11% with RNN and

8791 LSTM for
NTLSTM 1201, 10% 100% 11% automatic

2400 image captioning

Benchmarks. We compare the performance on two sets
of models: uncompressed DNN model and the compressed
DNN model. The uncompressed DNN model is obtained
from Caffe model zoo [28] and NeuralTalk model zoo [7];
The compressed DNN model is produced as described in [23,
15]. The benchmark networks have 9 layers in total obtained
from AlexNet, VGGNet, and NeuralTalk. We use the Image-
Net dataset [29] and the Caffe [30] deep learning framework
as golden model to verify the correctness of the hardware
design.

6. EXPERIMENTAL RESULT
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Inference Summary
• Prune 70-95% of static weights (3-20x reduction in size and ops) [3-20x]
• Exploit dynamic sparsity of activations (3x reduction in ops) [10-60x]
• Reduce precision to ~4 bits (8x size reduction) [80-480x]
• 25-150x smaller fits in smaller RAM (100x less power) [8,000-48,000x]
• Dedicated hardware to eliminate overhead

– Facilitates compression and sparsity
– Exploit locality

Sparsity, Precision, Locality
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Faster Training through Parallelism
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Data Parallel – Run Multiple Inputs In Parallel

• Doesn’t affect latency for one input
• Requires P-fold larger batch size
• For training requires coordinated weight update
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Parameter Update

Large Scale Distributed Deep Networks, Jeff Dean et al., 2013

Parameter Server

Model!
Workers

Data!
Shards

p’ = p + ∆p

∆p p’

One method to achieve scale is parallelization

Large scale distributed deep networks 
J Dean et al (2012)



Model-Parallel Convolution – by output region (x,y)
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Parallel GPUs on Deep Speech 2

binds one process to each GPU. These processes then exchange gradient matrices during the back-
propagation with by using all-reduce, which exchanges a matrix between multiple processes and
sums the result so that at the end, each process has a copy of the sum of all matrices from all pro-
cesses.

We find synchronous SGD useful because it is reproducible and deterministic. We have found
that the appearance of non-determinism in our system often signals a serious bug, and so having
reproducibility as a goal has greatly facilitates debugging. In contrast, asynchronous methods such
as asynchronous SGD with parameter servers as found in Dean et al. [17] typically do not provide
reproducibility and are therefore more difficult to debug. Synchronous SGD is simple to understand
and implement. It scales well as we add multiple nodes to the training process.
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Figure 4: Scaling comparison of two networks—a 5 layer model with 3 recurrent layers containing 2560
hidden units in each layer and a 9 layer model with 7 recurrent layers containing 1760 hidden units in each
layer. The times shown are to train 1 epoch. The 5 layer model trains faster because it uses larger matrices and
is more computationally efficient.

Figure 4 shows that time taken to train one epoch halves as we double the number of GPUs that
we train on, thus achieving near-linear weak scaling. We keep the minibatch per GPU constant at
64 during this experiment, effectively doubling the minibatch as we double the number of GPUs.
Although we have the ability to scale to large minibatches, we typically use either 8 or 16 GPUs
during training with a minibatch of 512 or 1024, in order to converge to the best result.

Since all-reduce is critical to the scalability of our training, we wrote our own implementation of
the ring algorithm [46, 63] for higher performance and better stability. Our implementation avoids
extraneous copies between CPU and GPU, and is fundamental to our scalability. We configure
OpenMPI with the smcuda transport that can send and receive buffers residing in the memory of
two different GPUs by using GPUDirect. When two GPUs are in the same PCI root complex,
this avoids any unnecessary copies to CPU memory. This also takes advantage of tree-structured
interconnects by running multiple segments of the ring concurrently between neighboring devices.
We built our implementation using MPI send and receive, along with CUDA kernels for the element-
wise operations.

Table 7 compares the performance of our all-reduce implementation with that provided by OpenMPI
version 1.8.5. We report the time spent in all-reduce for a full training run that ran for one epoch
on our English dataset using a 5 layer, 3 recurrent layer architecture with 2560 hidden units for all
layers. In this table, we use a minibatch of 64 per GPU, expanding the algorithmic minibatch as we
scale to more GPUs. We see that our implementation is considerably faster than OpenMPI’s when
the communication is within a node (8 GPUs or less). As we increase the number of GPUs and
increase the amount of inter-node communication, the gap shrinks, although our implementation is
still 2-4X faster.

All of our training runs use either 8 or 16 GPUs, and in this regime, our all-reduce implementation
results in 2.5⇥ faster training for the full training run, compared to using OpenMPI directly. Opti-
mizing all-reduce has thus resulted in important productivity benefits for our experiments, and has
made our simple synchronous SGD approach scalable.

13

Baidu, Deep Speech 2: End-to-End Speech Recognition in English and Mandarin, 2015 
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4 Distinct Sub-problems
Training Inference
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Minimize Training Time
Enables larger networks
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Summary
• Fixed-function hardware will dominate inference (100-10,000x gain)

– Sparse, low-precision, compressed (25-150x smaller) 
– 3x dynamic sparsity
– All weights and activations from local memory (10-100x less energy)
– Flexible enough to track evolving algorithms

• GPUs will dominate training
– Only dynamic sparsity (3x activations, 2x dropout)
– Medium precision (FP16 – for weights), stochastic rounding
– Large memory footprint (batch x retained activations)
– Communication BW scales with parallelism


