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Flexible Manufacturing
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How to coordinate, control, and plan for large teams 
of manufacturing robots in dynamic, stochastic 

environments?

Jun 8, 2018 Platform Lab Retreat 4

Fully distributed
Local information
Limited communication
Reactive control and sensing

Fully centralized
Global information

Communication intensive
Optimal planning and scheduling

Credit: Business-opportunities.bizCredit: Farelli.info



Our Approach
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Individual robots Centralized planner

Local-Global Map

Local sensor 
information

Global-Local 
Online replanning

Global state



• Low-level reactive control primitives

• High level global planning and scheduling

• Local-global map
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• Low-level reactive control primitives

• High level global planning and scheduling

• Local-global map
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Distributed Multi-Robot Manipulation
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Leader:
Knows desired trajectory

Followers:
No explicit communication
No global localization
No knowledge of trajectory

Credit: Farelli.info



Main Idea: Force Consensus
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Coordinated Forces

Uncoordinated forces

Object itself “communicates” necessary information

Wang, Schwager IJRR 2016
ICRA 2016, DARS 2016, CDC 2015, DARS 2014 



Distributed Consensus

Olfati-Saber et al. TAC 2004 
Jadbabaie et al. TAC 2003
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Force Consensus through Physics
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Unknown sum of forces Can determine from object motion
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Convergence

12

Theorem (Leader Following)
• The forces of all followers converge to the leader’s force 

exponentially fast, with convergence rate N

More robots -> faster convergence!



Experimental Studies
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Custom-built Robot Platform
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Experiments
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Cooperative Manipulation with 
Quadrotors
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Cooperative Object Transport in 3D with Multiple Quadrotors using
No Peer Communication

Zijian Wang1, Sumeet Singh1, Marco Pavone1 and Mac Schwager1

Abstract— We present a framework to enable a fleet of
rigidly attached quadrotor aerial robots to transport heavy
objects along a known reference trajectory without inter-
robot communication or centralized coordination. Leveraging a
distributed wrench controller, we provide exponential stability
guarantees for the entire assembly, under a mild geometric
condition. This is achieved by each quadrotor independently
solving a local optimization problem to counteract the biased
torque effects from each robot in the assembly. We rigorously
analyze the controllability of the object, design a distributed
compensation scheme to address these challenges, and show
that the resulting strategy collectively guarantees full group
control authority. To ensure feasibility for online implemen-
tation, we derive bounds on the net desired control wrench,
characterize the output wrench space of each quadrotor, and
perform subsequent trajectory optimization under these input
constraints. We thoroughly validate our method in simulation
with eight quadrotors transporting a heavy object in a cluttered
environment subject to various sources of uncertainty, and
demonstrate the algorithm’s resilience.

I. INTRODUCTION

In this paper, we present a distributed controller that
allows a group of rigidly-attached quadrotor aerial robots
to cooperatively transport heavy objects in 3D. Distinct
from existing cooperative aerial manipulation literature, our
approach addresses the challenging problem where no peer
communication is allowed among the robots. The only avail-
able information to each individual robot are the inertial
properties of the object, its attachment point on the object,
and a reference trajectory that is broadcast to all robots.
Notably, the robots do not know the locations, nor the actions
taken by other robots. Instead, each quadrotor locally solves
an independent optimization problem at each time-step, the
collective result of which guarantees the desired group be-
havior. By eliminating the communication bottleneck, which
has been shown to be noisy, vulnerable, complicated and
non-scalable in large swarm systems [1], our method is
suitable for a broad range of applications that require fast
response, quick setup, and frequent reconfiguration. For
example, in a disaster relief scenario, our approach can be
used as a modular system to deliver equipment of various
sizes, by utilizing up to tens or hundreds of drones at a
time. In the civil sector, packages can be delivered in the

*This work was supported in part by NASA under the Early State
Innovations Program (Grant NNX16AD19G), the King Abdulaziz City
for Science and Technology (KACST), the Toyota-SAIL Center for AI
Research, ONR (Grant N00014-16-1-2787), and NSF (Grant IIS-1646921).
We are grateful for this support.

1All authors are with the Department of Aeronautics and Astro-
nautics, Stanford University, Stanford, CA 94305, USA, {zjwang,
ssingh19, pavone, schwager}@stanford.edu
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Fig. 1. An example of object transport in 3D with six quadrotors, which
are rigidly attached to the object. The quadrotors do not communicate with
each other, thus allowing for fast reconfiguration for objects of different
sizes. This is achieved by each quadrotor independently computing their
control action onboard based on a reference trajectory that is broadcast to
them.

most efficient and economical way by matching the size of
the package with the required number of robots.

Our controller is based upon the SE(3) geometric con-
troller and differential flatness theory [2], [3], [4], which
are powerful tools for controlling a single quadrotor. In our
method, each quadrotor takes equal responsibility for the
desired nominal wrench for the object with respect to its
center of mass, computed independently by each quadrotor.
This nominal wrench is usually not feasible for a single
quadrotor due to its inherent biased torque controllability.
Through a decomposition into unbiased axes and biased
axis (see Figure 3 for an illustration), we show that three
components of the 4D nominal wrench are feasible for a
single quadrotor. A local optimization is then solved by each
quadrotor to best realize the desired moment along the biased
axis while still adhering to the three feasible components of
the nominal wrench along the unbiased axes.

Under a mild centrosymmetric condition (Assumption 1),
we show that the proposed control strategy is exponentially
stable and is tolerant of non-centrosymmetric robot con-
figurations as well. We perform thorough analysis of the
feasibility of the controller, where we derive explicit bounds
on the required thrust and moments and characterize each
quadrotor’s wrench output space. Finally, we leverage bi-
level constrained trajectory optimization to compute snap-
and time-optimal paths that satisfy the computed control
bounds and solve the problem using an exterior point method
and iterative coordinate descent.

Our work is related to a number of cooperative object
transport methods for 2D planar motion that also do not
require explicit inter-robot communication [5], [6], [7], [8],
[9], and [10] where decentralized adaptive control is used
for ground robots. Our solution to the 3D case greatly

Wang et al, ICRA 2018



Cooperative Manipulation
with Online Learning
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Decentralized Adaptive Control for Collaborative Manipulation

Preston Culbertson1 and Mac Schwager2

Abstract— This paper presents a design for a decentralized

adaptive controller that allows a team of agents to manipulate

a common payload in R2
or R3

. The controller requires no

communication between agents and requires no a priori knowl-

edge of agent positions or payload properties. The agents can

control the payload to track a reference trajectory in linear and

angular velocity with center-of-mass measurements, in angular

velocity using only local measurements and a common frame,

and can stabilize its rotation with only local measurements. The

controller is designed via a Lyapunov-style analysis and has

proven stability and convergence. The controller is validated in

simulation and experimentally.

I. INTRODUCTION
Collaborative manipulation remains one of the most im-

portant problems in multi-agent systems. Using teams of
robots to manipulate large or heavy payloads promises
many advantages over single-agent manipulators, including
flexibility, scalability, and robustness to individual agent
failures. Applications for these systems include construc-
tion, manufacturing and assembly, search and rescue, and
debris removal. However, current strategies make restrictive
assumptions which prevent these systems from being used
in the field.

A. Contribution
This paper presents a design for a decentralized adaptive

controller that allows a team of agents to manipulate a
common payload in R2 or R3. The controller has proven
stability and requires no communication between agents and
requires no a priori knowledge of agent positions or payload
properties.

In this paper, we solve three collaborative manipulation
problems of varying difficulty, depending on the information
available to the agents. Firstly, we solve the problem of
general manipulation, where the payload’s angular and linear
velocities are controlled. In the second problem, we aim to
track only a desired angular velocity for the body. We find
this can be achieved using only local measurements from
each agent, assuming they share a common body-fixed frame.
Further, without a common frame, the agents can still achieve
stabilization of the body’s angular rates. These strategies
apply to agents in R2 and R3, and are robust to the addition
or removal of agents.

These results are consequences of a novel decentralized
adaptive control design strategy, which is introduced in
this paper for a class of nonlinear dynamical systems. The

This work was supported in part by NSF Grant IIS-1646921. We are
grateful for this support.

1P. Culbertson is with the Department of Mechanical Engineering,
Stanford University, Stanford, CA 94305 USA (e-mail: pculbertson@stan-
ford.edu).

2M. Schwager is with the Department of Aeronautics and Astronautics,
Stanford University (e-mail: schwager@stanford.edu).
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Fig. 1: Four agents manipulate a common payload. The agents have no
prior knowledge of the object’s mass or frictional properties, and cannot
communicate with each other. Using the proposed decentralized adaptive
controllers, they can control the body’s linear and angular velocities to track
a desired trajectory.

controller is designed via a Lyapunov-style analysis, and has
proven convergence and stability properties.

We experimentally demonstrate a team of omni-directional
ground robots [1] manipulating a common payload in R2,
and present a simulation of a team manipulating a payload
in R3 using Gazebo [2], an open-source dynamics engine.

B. Prior Work
Collaborative manipulation has been extensively studied,

beginning with a set of protocols for pushing rigid objects
in [3]. Various decentralized manipulation strategies have
been proposed, including force sensing [4], potential fields
[5], caging [6], consensus [7], and pseudo-inverse allocation
[8]. In [9] the authors demonstrate automated transport and
assembly of furniture with ground robots. In [10] the authors
develop and demonstrate a strategy for manipulating flexible
payloads. Further, various recent papers have focused on
cooperative manipulation with aerial vehicles, using both
cables [11] and rigid attachments [12], as well as path
planning for cooperative lifting [13]. These algorithms, while
successful, suffer from the significant drawback of requiring
accurate payload knowledge, including the locations of each
agent from the center of mass, as well as mass and frictional
properties of the payload.

To this end, some authors have sought to develop strategies
that estimate or adapt to unknown payload dynamics. In [14]
and [15] the authors develop a decentralized strategy for
estimating payload parameters, and using these estimates for
manipulation. However, these algorithms make extensive use
of networking between agents, and do not perform estimation
and control simultaneously.

Previous work has also proposed applying adaptive con-
trol to manipulation tasks. In [16], the authors develop

Culbertson et al, ICRA 2018
Best Manipulation Paper



• Low-level reactive control primitives

• High level global planning and scheduling

• Local-global map
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Package Swap Planning
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Naive, no swapping



Package Swap Planning
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Better to swap midway!



MILP Formulation
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STUFF: Stuff Transit Under Free Float
Adam Caccavale awc11@stanford.edu Kunal Shah k2shah@stanford.edu

I. INTRODUCTION

With the rise of autonomous vehicles, efficient trans-
portation of not just people but also packages will
become increasingly important. Currently, several of the
large technology companies are interested in harnessing
drones and autonomous vehicles to make deliveries re-
quiring them to develop robust and efficient algorithms
to control these fleets of transit vehicles. For the case
when a passenger or package is delivered by one agent
there exists efficient routing algorithms that minimize
congestion and travel time [1]. Coltin and Veloso explore
minimizing the total distance traveled by a fleet of cars
by allowing the agents to come together and exchange
passengers/packages anywhere in the space [2], while
multi-hop planning using an evolutionary multiobjective
route planning algorithm is presented in [3]. This is
analogous to transporting people with multiple transit
variants (bus, train, boat, car). In this work we will
present a Mixed Integer Linear Program (MILP) for-
mulation of the problem. Additionally, we will aim to
show that for problems that are too computationally
intractable, efficient solutions can still be found by
leveraging Model Predictive Control (MPC) techniques.

II. MODEL

We consider n agents with p objects to deliver in a
grid world with S spaces with. These ”objects” may refer
to the either people or packages. One possible approach
is to a define a node s as a tuple of each agent’s position
concatenated with an integer value for each package
representing which agent is transporting it. A graph can
be generated by creating an edge between nodes with
adjacent positions for at least one agent, or a package
transfer if two agents are in the same space. Colins
and Veloso[2] explore this model as a time expanding
graph and use graph search algorithms to determine
the optimal scheduled policy. The computation time for
this approach increases exponentially as the number of
elements are added. The number of possible nodes in
this graph formulation is Sn

n

P . In order to have a more
scalable approach we present a MILP formulation of
the package-exchange problem. Furthermore, we apply
Model Predictive Control to reduce the computational
load during solve time.

A. Linear Formulation

For a system with n agents xi and p packages zk we
define a matrix for each as a map between each time t

and the object (agent or package) and its location in the
grid world. For this formulation we have each object as
a binary variable, i.e. x1[s = 1, t = 2] = 1 if agent 1 is
at location s=1 at t=2.

Minimize:
PT

t=1

Pp
k=1 J

0
kzk[s, t]

subject to: xi[s, t] = {0, 1} zk[s, t] = {0, 1}
PS

s=1 xi[s, t] = 1
PS

s=1 zk[s, t] = 1

xi[s, t+ 1]  Tsxi[s, t] zk[s, t+ 1]  Tszk[s, t]
Ts is the adjacency vector (Ts=a[b] = 1 iff a is

adjacent to b)

(
zk[s, t] 

Pn
i=1 xi[s, t] + zk[s, t� 1] sk = zf [k]

zk[s, t] 
Pn

i=1 xi[s, t] otherwise

Each robot initialized to a place in the grid world is
assigned an arbitrary number of packages and each
package has a specified delivery location zf [k]. The 
is used as a conditional or, if the RHS is 1 then the LHS
can be 0 or 1, if the RHS is 0, the LHS must be 0.

B. Model Predictive Control of Linear Formulation

While the linear model described above should,
in theory, converge to an optimal solution where all
packages are delivered it becomes memory intensive
to solve. Applying Model Predictive Control (MPC)
allows the algorithm to solve the problem over a shorter
horizon and plan iteratively over the entire horizon.
For our MPC implementation we plan over a smaller
horizon, and feed the 1st set of package and robot
positions from the solution back into the solver. This
process repeats for a long horizon.

Using the MPC formulation means that each decision is
made by an agent with less foresight, in other words the
agent chooses a greedier solution. If the MPC look-ahead
horizon was set to 1 this would result in a completely
greedy solution. The effect of using the MPC technique
is that the route taken by each package may be less
optimal, however, all packages will still be delivered.

• Efficient for < 10 robots and packages, 12x12 grid
• Efficient receding horizon version for larger problems 
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Figure 7: MPC Large Scenario Input

Figure 8: MPC Large Scenario Results

IV. CONCLUSIONS

In this work we present a novel MILP formulation
to the package delivery problem with exchanges in a
discrete grid world. Furthermore we apply an MPC
wrapper to the solver in order to reduce the amount of
memory needed to solve the problem in a reasonable
amount of time. This algorithm has the potential to
be used as a high level planner for more complicated
distribution delivery scheduling.

A. Extensions

In our solution we formulated the optimization
problem in CONVEX.jl and passed it off to the
commercial solver Gurobi. While Gurobi is very fast
as a solver, the entire pipeline might benefit from a
more direct formulation as CONVEX.jl creates quite the

bottleneck.

Currently, the algorithm only takes one scenario at
initialization, and all package locations are held in
memory. An additional feature could to be allow for
packages to be added at random or removed from the
system when delivered to more closely mimic a real
life scenario.

Lastly, some level of congestion aware routing could
be applied to make the system more robust in real life
conditions where agents share the physical roadways.
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Problem Specification Planning Results

10 robots, 18 packages, 15x15 grid



Looking Forward

• Fuse distributed low-level and centralized 
high-level

• Local-Global map
• Analysis
– Safety guarantees
– Suboptimality bounds

• Case studies
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Thanks!
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